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Motivation

A FAST FThang 2y [ 88 86 +t5 1/a ¢9/{
s

! QnTé6
Originally designed for random writes

A FAST has been Cl‘itiCiZ@dny | | @ dzA K DdzLJi I LASY {rdaE3a Xy [[h§ S Wi
I With 3% log space, performance and fluctuation

I No special mechanism for hot/cold separation
A A large scale flash SSD

|

For better performance, it can empldgrgerlog space
A Revisit FAST with OLTP workloads

I Cost competitiveness
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Background : NAND Flash Memory

A NAND Flash memory organization & cHigvel performance

A Limitations

i W9 Nber&g NJ:IN&i@place update
I Data can only be written sequentially
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Block wears out after 100K erases

Flash Chip
Medi Access latency
Page 0 -
= edia | Read | Write | Erase
Page 1 NAND 25us 200us | 1,500us
Block 0| | Block 1 o e ¢ o | Blockn-1 Flashi] (2KB) (2KB) | (128KB)
o HDD 12.7ms 13.7ms
o [2] (2KB) | (2KB)
Pagem-1 [1] : Samsung Largalock SLC NAND (K9WAGO08U1A)
[2] : Seagate 7200rpm Hard Disk (ST380011A)
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Background : NAND Flash Memory

A Erasebefore-write Q

Flash Memory

| =}
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(

a New write (2KB) 0.2ms

a4 Overwrite (2KB)

A 63 page copyacks
1 new page write
A 1 old block erase

h 16ms ( > 80x new page write)

J
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Background : Flash Translation Layer(FTL)

A A software layer that allows the flash memory to look like a
HDD

: | File System | : | File System |
i Address mapping : logical to physical : o . Ty Y
y : :  Read  Wrte “ooRead | Write...
i Garbage collection & powedff recovery ; :
: 1
i Wearleveling & bad block management ~REad "Wiite £
| eftc.

SEEIEN

A Popular FTL algorithms :

Device Driver

Lowlevel
Device Driver

Flash memory
FMAX, BAST, FAST, Super block, LHJI -----------------------
DFTL, DAC, etc...

Flash memory
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FAST FTL

A A popular Iogbased Fllkae 2y [ 88 86 tts 1/a ¢9/{ Qnte
A FAST FTL is designed for small random writes

Sectors from one logical block
can be mapped to any log blo

C

Flash
Memory

——

Original Data Blocks

Log Blocks
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FAST FTL vs. Temporal Locality

A FAST FTL can hantenporal localitywithout any overhead
for identifyinghot/cold-ness

: Hot page
: Warm page
Invalidate old data victim Log area : Cold page
Meraefor th . Invalid page
ergefor the
[ valid pz& {- . valid page
<

Merge operation(individual)
A Search all valid pages
A 64 page copyacks (to free block)
A Replace the free block to new data block
A 1 old data block erase
h 16ms ( > 80x new page write)

J
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Write Patterns in OLTP applications

A Randomly scattered over a large address space
A Write skewed nonuniformly distributed access frequencies
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Impact of Write Intervals on FTLs

A2S OflraairTASR (KS LdritdiStérvadza A
I Hot/ / Coldpage
I Temporal localityn OLTP workload

A OLTP write patterns may match well for FAST FTL

A Write interval vs. log

window size ?

140 T .
Hot page
120 Warm page e |
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2 100 /
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Sequence of Writes per Page
Figure 3.  Write intervals: hot, warm and cold pages
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Criticism of FAST FTL

A Cl{¢ Ce¢[ Aad QNduiehOhslagSR Ay W
i ¢ KS2& BagTHoR BuoPpidde any special mechanism to handle
temporal locality in random streams. €

I With 3% log spagedFAST showsoor performanceandhigh variation

O
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Figure 1. Write response times with FAST (log space: 3%)
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Impact of log window size in FAST FTL

A With larger log space, FAST can expioitporal locality!
A Tradeoff : manufacturing cost vs. throughput
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Figure 4. Cumulative distribution of a full merge cost
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FASTer FTL : Introduction

A FASTer FTL for OLTP workloads
.

I Better performance than FAST
I Uniform response time

A Main key ideas
'r

Second chance policy
.

Isolation area
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A new FTL scheme which is enhancement of FAST FTL

v

VLI
http:/

3B Lab. & SKE
o ib.skku


http://vldb.skku.ac.kr/xe

FASTer FTL : Key ideas

1) Second chance policy - : Hot page

Free block become — : Warm page
a new log block victim

Log area - : Cold page

{ . Invalid page
Continue to | - : valid page
new writes N 777
i LT [Pros. >> Cong.
Give a second change|! | | /COI’IS P
instead of merging |i_!1_._3] A 3 page coppacks

p A (decrease log block utilization)

_ Pros. (= skip merges for th@ | Npages

A Avoid 2 x (64 page cobacks)

\_ A Avoid 2 old data block erases )

Q
N
(0p)
O ---
(@n-N

Free block
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FASTer FTL : Key ideas

1) Second chance policy
i aDAGS GKS 3aSO2y¢yR LOHAEASHEO S 2T DN AKX
I Exploit temporal locality morby doubled log window

I Pros. & Cons. of second chance policy
A But, Pros. >> Cons.
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FASTer FTL :

2) lsolation area
i Write buffering for O 2page)
I Mitigate response time fluctuation

\,

4 N
Free block becomes

victim

a new log block

Continue to !

| new writes “J-
F-> Free block
AMéElLge|lone col d di
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Key ideas

- : Already received
second chance

: Not received
second chance yet

- invalidate page
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Performance Evaluation

A FASTeshows better throughput than others

I Outperformed FAST by more th&0 percentin elapsed time
I Even similar with pagkevel mapping FTlh o v 61 3dz0kA Si6 tt5 ¢/ h
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(a) Elapsed time
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